Multithreading for Synchronization Tolerance in Matrix Factorization
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Extracting parallelism from the BLAS
routines results in performance loss
since the fork-join model and the
presence of non parallelizable portions
of the code (BLAS Level 2) introduce
strict synchronizations.
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_ocality and Load Balance
Remote synchronization for dependencies
_atency Tolerance

olutions:

2d block cyclic decomposition as in ScaLAPACK
Cooperative multi-threading to mask
dependences

. Non-blocking (remote get) transfers to mask

latency

. Memory-constrained lookahead compared to

none in ScaLAPACK, fixed parameter in MPI/HPL
. Application-level scheduling to prioritize critical
path

Linear Algebra operations can be
represented as Diracted Acyclic Graphs
(DAG) where nodes represent the tasks in
which the operation can be decomposed
and the edges represent the dependencies
among them. As long as the task execution
order does not violate the dependencies,
the result will be correct.
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Blocked storage must be used in order to
increase the BLAS performance on single,
small ties.

Linpack Implementation details:
Based on Unified Parallel C (UPC) +
a threading package + a remote queue package

- Berkeley UPC Project (http://upc.lbl.gov)

« UPCis aone-sided communication extension to C
that avoid rendezvous overhead of send/receive.

* User-level threading package on top of UPCiis
portable and support creation, suspension,
priorities, ...

- Remote Queue package is used to sending work
to other processors for locality and load balancing
reasons
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The dynamic asynchronous
scheduling of the tasks allows the
overlapping of slow serial tasks with
more efficient ones and removes all
the synchronizations introduced by
the fork-join execution model.
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« Deployment in real DOE apps
. 2-sided linear algebra algorithms
« Sparse Cholesky and LU

- Complicated dependence patterns
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Performance results on a dual Intel Clovertown
system (eight cores total) for the Cholesky
factorizations.

The graphs report the comparison between the
sequential implementation of the algorithms with

multi-threaded BLAS, ScaLAPACK and the parallel
implementations with dynamic scheduling.

A speedup of around 30% and 60% can be obtained
for the LU and QR factorizations respectively over
sequential algorithms with threaded BLAS.

UPC vs. ScaLAPACK
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- Multifrontal algorithms

* Issue: How to aggregate processors for work
high up in the tree (both the shared and
distributed memory cases)
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